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3.1 Recurrent Network: 

 
In Recurrent Neural Network (RNN) , the basic feature is at least one feed-back connection is 

present in the network , so a loopis formed of  the activations. This makes the networks to do 

temporal processing and learn sequences, e.g., perform sequence recognition/reproduction or 

temporal association/prediction. Recurrent neural network architectures can have many different 

forms. One common type consists of a standard Multi-Layer Perceptron (MLP) plus added loops. 

These can exploit the powerful non-linear mapping capabilities of the MLP, and also have some 

form of memory. Others have more uniform structures, potentially with every neuron connected to 

all the others, and may also have stochastic activation functions. For simple architectures and 

deterministic activation functions, learning can be achieved using similar gradient descent 

procedures to those leading to the back-propagation algorithm for feed-forward networks. When the 

activations are stochastic, simulated annealing approaches may be more appropriate.  

 

 

Some points regarding RNN: 

 A recurrent neural network (RNN) is a universal approximator of dynamical systems. 

 It can be trained to reproduce any target dynamics, up to a given degree of precision 

 An RNN generalizes naturally to new inputs with any lengths. 

 An RNN make use of sequential information, by modelling a temporal dependencies in the 

inputs. 

Example: if you want to predict the next word in a sentence you need to know which words came 

before it 

 The output of the network depends on the current input and on the value of the previous 

internal state. 

 The internal state maintains a (vanishing) memory about history of all past inputs. 

 RNNs can make use of information coming from arbitrarily long sequences, but in practice 

they are limited to look back only a few time steps. 

 RNN can be trained to predict a future value, of the driving input. 

 A side-effect we get a generative model, which allows us to generate new elements by 

sampling from the output probabilities. 

 

3.1.1 A Fully Recurrent Network 

 

The simplest form of fully recurrent neural network is an MLP with the previous set of 

hidden unit activations feeding back into the network along with the inputs: 
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Note that the time t has to be discretized, with the activations updated at each time step. The time 

scale might correspond to the operation of real neurons, or for artificial systems any time step size 

appropriate for the given problem can be used. A delay unit needs to be introduced to hold 

activations until they are processed at the next time step. 

 

3.2 LSTM 

 
Long short-term memory (LSTM) is an artificial recurrent neural network (RNN) architectureused in 

the field of deep learning. Unlike standard feedforward neural networks, LSTM has feedback 

connections. It can not only process single data points (such as images), but also entire sequences of 

data (such as speech or video). For example, LSTM is applicable to tasks such as unsegmented, 

connected handwriting recognition, speech recognitionand anomaly detection in network traffic or 

IDS's (intrusion detection systems). 

 

A common LSTM unit is composed of a cell, an input gate, an output gate and a forget gate. The cell 

remembers values over arbitrary time intervals and the three gates regulate the flow of information 

into and out of the cell. 

 

LSTM networks are well-suited to classifying, processing and making predictions based on time 

series data, since there can be lags of unknown duration between important events in a time series. 

LSTMs were developed to deal with the exploding and vanishing gradient problems that can be 

encountered when training traditional RNNs. Relative insensitivity to gap length is an advantage of 

LSTM over RNNs, hidden Markov models and other sequence learning methods in numerous 

applications. 

 

LSTM follows: 

 A type of RNN architecture that addresses the vanishing/exploding gradient problem and 

allows learning of long-term dependencies 

 Recently risen to prominence with state-of-the-art performance in speech recognition, 

language modeling, translation, image captioning 

 

 

3.3 GRU 

 

GRU (Gated Recurrent Unit) aims to solve the vanishing gradient problem which comes with a 

standard recurrent neural network. GRU can also be considered as a variation on the LSTM because 

both are designed similarly and, in some cases, produce equally excellent results. 
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How does GRUs work? 

GRUs are improved version of standard recurrent neural network. But what makes them so special 

and effective? 

 

 

To solve the vanishing gradient problem of a standard RNN, GRU uses, so-called, update gate and 

reset gate. Basically, these are two vectors which decide what information should be passed to the 

output. The special thing about them is that they can be trained to keep information from long ago, 

without washing it through time or remove information which is irrelevant to the prediction. 

 

To explain the mathematics behind that process we will examine a single unit from the following 

recurrent neural network: 

 

 

 
 

 
FIG: Recurrent neural network with Gated Recurrent Unit 

 

 

Here is a more detailed version of that single GRU: 

 
 

 
FIG: Gated Recurrent Unit 
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First, let‘s introduce the notations: 

 
 

The different gates of a GRU are as described below:- 

 

1. Update Gate(z): It determines how much of the past knowledge needs to be passed along into the 

future. It is analogous to the Output Gate in an LSTM recurrent unit. 

2. Reset Gate(r): It determines how much of the past knowledge to forget. It is analogous to the 

combination of the Input Gate and the Forget Gate in an LSTM recurrent unit. 

3. Current Memory Gate(\overline{h}_{t}): It is often overlooked during a typical discussion on 

Gated Recurrent Unit Network. It is incorporated into the Reset Gate just like the Input Modulation 

Gate is a sub-part of the Input Gate and is used to introduce some non-linearity into the input and to 

also make the input Zero-mean. Another reason to make it a sub-part of the Reset gate is to reduce 

the effect that previous information has on the current information that is being passed into the 

future. 

 

 

1. Update gate 

We start with calculating the update gate z_t for time step t using the formula. 

 
 

When x_t is plugged into the network unit, it is multiplied by its own weight W(z). The same goes 

for h_(t-1) which holds the information for the previous t-1 units and is multiplied by its own weight 

U(z). Both results are added together and a sigmoid activation function is applied to squash the result 

between 0 and 1. Following the above schema, we have 
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The update gate helps the model to determine how much of the past information (from previous time 

steps) needs to be passed along to the future. That is really powerful because the model can decide to 

copy all the information from the past and eliminate the risk of vanishing gradient problem. We will 

see the usage of the update gate later on. For now remember the formula for z_t. 

 

2. Reset gate 

Essentially, this gate is used from the model to decide how much of the past information to forget. 

To calculate it, we use: 

 
 

This formula is the same as the one for the update gate. The difference comes in the weights and the 

gate‘s usage, which will see in a bit. The schema below shows where the reset gate is: 

 

 

 
 

 

As before, we plug in h_(t-1) — blue line and x_t — purple line, multiply them with their 

corresponding weights, sum the results and apply the sigmoid function. 

 

3. Current memory content 

Let‘s see how exactly the gates will affect the final output. First, we start with the usage of the reset 

gate. We introduce a new memory content which will use the reset gate to store the relevant 

information from the past. It is calculated as follows: 

 
 

 Multiply the input x_t with a weight W and h_(t-1) with a weight U. 
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 Calculate the Hadamard (element-wise) product between the reset gate r_t and Uh_(t-1). That 

will determine what to remove from the previous time steps. Let‘s say we have a sentiment 

analysis problem for determining one‘s opinion about a book from a review he wrote. The  

 

text starts with ―This is a fantasy book which illustrates…‖ and after a couple paragraphs 

ends with ―I didn‘t quite enjoy the book because I think it captures too many details.‖ To 

determine the overall level of satisfaction from the book we only need the last part of the 

review. In that case as the neural network approaches to the end of the text it will learn to 

assign r_t vector close to 0, washing out the past and focusing only on the last sentences. 

 Sum up the results of step 1 and 2. 

 Apply the nonlinear activation function tanh. 

 

 

You can clearly see the steps here: 

 
 

We do an element-wise multiplication of h_(t-1) — blue line and r_t — orange line and then sum the 

result — pink line with the input x_t — purple line. Finally, tanh is used to produce h‘_t — bright 

green line. 

 

4. Final memory at current time step 

As the last step, the network needs to calculate h_t — vector which holds information for the current 

unit and passes it down to the network. In order to do that the update gate is needed. It determines 

what to collect from the current memory content — h‘_t and what from the previous steps — h_(t-

1). That is done as follows: 

 

 
   

 Apply element-wise multiplication to the update gate z_t and h_(t-1). 

 Apply element-wise multiplication to (1-z_t) and h‘_t. 

 Sum the results from step 1 and 2. 
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Let‘s bring up the example about the book review. This time, the most relevant information is 

positioned in the beginning of the text. The model can learn to set the vector z_t close to 1 and keep 

a majority of the previous information. Since z_t will be close to 1 at this time step, 1-z_t will be 

close to 0 which will ignore big portion of the current content (in this case the last part of the review 

which explains the book plot) which is irrelevant for our prediction. 

Here is an illustration which emphasises on the above equation: 

 

 
 

 
Following through, you can see how z_t — green line is used to calculate 1-z_t which, combined with h‘_t — 

bright green line, produces a result in the dark red line. z_t is also used with h_(t-1) — blue line in an 

element-wise multiplication. Finally, h_t — blue line is a result of the summation of the outputs 
corresponding to the bright and dark red lines. 

 

. . .  
 

Now, you can see how GRUs are able to store and filter the information using their update and reset 

gates. That eliminates the vanishing gradient problem since the model is not washing out the new 

input every single time but keeps the relevant information and passes it down to the next time steps 

of the network. If carefully trained, they can perform extremely well even in complex scenarios.  

 

3.4 Beam Search 
 Beam search is the most widely used algorithm to get the best output sequence. It's a heuristic 

search algorithm. 

 To illustrate the algorithm we will stick with the example "Jane is visiting Africa in 

September." We need Y = "Jane is visiting Africa in September." 

 The algorithm has a parameter B which is the beam width. Lets take B = 3 which means the 

algorithm will get 3 outputs at a time. 

 For the first step you will get ["in", "jane", "september"] words that are the best candidates. 
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 Then for each word in the first output, get B next (second) words and select top best B 

combinations where the best are those what give the highest value of multiplying both 

probabilities - P(y<1>|x) * P(y<2>|x,y<1>). Se we will have then ["in september", "jane is", 

"jane visit"]. Notice, that we automatically discard september as a first word. 

 Repeat the same process and get the best B words for ["september", "is", "visit"] and so on. 

 In this algorithm, keep only B instances of your network. 

 If B = 1 this will become the greedy search 

 

 

3.5 Reinforcement learning 

 
Reinforcement learning is an area of Machine Learning. It is about taking suitable action to 

maximize reward in a particular situation. It is employed by various software and machines to find 

the best possible behavior or path it should take in a specific situation. Reinforcement learning 

differs from the supervised learning in a way that in supervised learning the training data has the 

answer key with it so the model is trained with the correct answer itself whereas in reinforcement 

learning, there is no answer but the reinforcement agent decides what to do to perform the given 

task. In the absence of training dataset, it is bound to learn from its experience. 

 

Example: The problem is as follows: 

We have an agent and a reward, with many hurdles in between. The agent is supposed to find the 

best possible path to reach the reward. The following problem explains the problem more easily. 

 

  

 
 
 Fig: robot, diamond and fire 

 

The above image shows robot, diamond and fire. The goal of the robot is to get the reward that is the 

diamond and avoid the hurdles that is fire. The robot learns by trying all the possible paths and then 

choosing the path which gives him the reward with the least hurdles. Each right step will give the 

robot a reward and each wrong step will subtract the reward of the robot. The total reward will be 

calculated when it reaches the final reward that is the diamond. 
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Main points in Reinforcement learning – 

 

 Input: The input should be an initial state from which the model will start 

 Output: There are many possible output as there are variety of solution to a particular 

problem 

 Training: The training is based upon the input, The model will return a state and the user will 

decide to reward or punish the model based on its output. 

 The model keeps continues to learn. 

 The best solution is decided based on the maximum reward. 

 

Types of Reinforcement: 

There are two types of Reinforcement: 

 

1. Positive – 

Positive Reinforcement is defined as when an event, occurs due to a particular behavior, increases 

the strength and the frequency of the behavior. In other words it has a positive effect on the behavior. 

Advantages of reinforcement learning are: 

 

 Maximizes Performance 

 Sustain Change for a long period of time 

Disadvantages of reinforcement learning: 

 Too much Reinforcement can lead to overload of states which can diminish the results 

 

2. Negative – 

Negative Reinforcement is defined as strengthening of a behavior because a negative condition is 

stopped or avoided. 

Advantages of reinforcement learning: 

 

 Increases Behavior 

 Provide defiance to minimum standard of performance 

Disadvantages of reinforcement learning: 

 It Only provides enough to meet up the minimum behavior 

 

3.6 Markov Decision Process 
 

Reinforcement Learning is a type of Machine Learning. It allows machines and software agents to 

automatically determine the ideal behavior within a specific context, in order to maximize its 

performance. Simple reward feedback is required for the agent to learn its behavior; this is known as 

the reinforcement signal. 

 

There are many different algorithms that tackle this issue. As a matter of fact, Reinforcement 

Learning is defined by a specific type of problem, and all its solutions are classed as Reinforcement 

Learning algorithms. In the problem, an agent is supposed to decide the best action to select based on 

his current state. When this step is repeated, the problem is known as a Markov Decision Process. 
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A Markov Decision Process (MDP) model contains: 

 A set of possible world states S. 

 A set of Models. 

 A set of possible actions A. 

 A real valued reward function R(s,a). 

 A policy the solution of Markov Decision Process. 

 

 

 

 
 

 

 State 

A State is a set of tokens that represent every state that the agent can be in. 

 

 Model 

A Model (sometimes called Transition Model) gives an action‘s effect in a state. In particular, T(S, 

a, S‘) defines a transition T where being in state S and taking an action ‗a‘ takes us to state S‘ (S and 

S‘ may be same). For stochastic actions (noisy, non-deterministic) we also define a probability 

P(S‘|S,a) which represents the probability of reaching a state S‘ if action ‗a‘ is taken in state S. Note 

Markov property states that the effects of an action taken in a state depend only on that state and not 

on the prior history. 

 

 Actions 

An Action A is set of all possible actions. A(s) defines the set of actions that can be taken being in 

state S. 

 

 Reward 

A Reward is a real-valued reward function. R(s) indicates the reward for simply being in the state S. 

R(S,a) indicates the reward for being in a state S and taking an action ‗a‘. R(S,a,S‘) indicates the 

reward for being in a state S, taking an action ‗a‘ and ending up in a state S‘. 

 

 Policy 

A Policy is a solution to the Markov Decision Process. A policy is a mapping from S to a. It 

indicates the action ‗a‘ to be taken while in state S. 
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Let us take the example of a grid world: 

 

 

 
 

 

An agent lives in the grid. The above example is a 3*4 grid. The grid has a START state(grid no 

1,1). The purpose of the agent is to wander around the grid to finally reach the Blue Diamond (grid 

no 4,3). Under all circumstances, the agent should avoid the Fire grid (orange color, grid no 4,2). 

Also the grid no 2,2 is a blocked grid, it acts like a wall hence the agent cannot enter it. 

 

The agent can take any one of these actions: UP, DOWN, LEFT, RIGHT 

 

Walls block the agent path, i.e., if there is a wall in the direction the agent would have taken, the 

agent stays in the same place. So for example, if the agent says LEFT in the START grid he would 

stay put in the START grid. 

First Aim: To find the shortest sequence getting from START to the Diamond. Two such sequences 

can be found: 

 

 RIGHT RIGHT UP UP RIGHT 

 UP UP RIGHT RIGHT RIGHT 

 

Let us take the second one (UP UP RIGHT RIGHT RIGHT) for the subsequent discussion. 

The move is now noisy. 80% of the time the intended action works correctly. 20% of the time the 

action agent takes causes it to move at right angles. For example, if the agent says UP the probability 

of going UP is 0.8 whereas the probability of going LEFT is 0.1 and probability of going RIGHT is 

0.1 (since LEFT and RIGHT is right angles to UP). 

 

The agent receives rewards each time step:- 

 

 Small reward each step (can be negative when can also be term as punishment, in the above 

example entering the Fire can have a reward of -1). 

 Big rewards come at the end (good or bad). 

 The goal is to Maximize sum of rewards. 
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3.7 Bellman Equation 
 

Bellman Equation helps us to find optimal policies and value function.We know that our policy 

changes with experience so we will have different value function according to different 

policies.Optimal value function is one which gives maximum value compared to all other value 

functions. 

Bellman Equation states that value function can be decomposed into two parts: 

 Immediate Reward, R[t+1] 

 Discounted value of successor states 

Mathematically, we can define Bellman Equation as : 

 

Bellman Equation for Value Function 

Let‘s understand what this equation says with a help of an example : 

Suppose, there is a robot in some state (s) and then he moves from this state to some other state (s‘). 

Now, the question is how good it was for the robot to be in the state(s). Using the Bellman equation, 

we can that it is the expectation of reward it got on leaving the state(s) plus the value of the state (s‘) 

he moved to. 

 

Let‘s look at another example : 

 

 
Backup Diagram 

 

We want to know the value of state s.The value of state(s) is the reward we got upon leaving that 

state, plus the discounted value of the state we landed upon multiplied by the transition probability 

that we will move into it. 

 

 
 

Value Calculation 
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The above equation can be expressed in matrix form as follows : 

 

 
 

Bellman Linear Equation 

 

Where v is the value of state we were in, which is equal to the immediate reward plus the discounted 

value of the next state multiplied by the probability of moving into that state. 

The running time complexity for this computation is O(n³). Therefore, this is clearly not a practical 

solution for solving larger MRPs (same for MDPs, as well).In later Blogs, we will look at more 

efficient methods like Dynamic Programming (Value iteration and Policy iteration), Monte-Claro 

methods and TD-Learning. 

 

3.8 Q-Learning 
 

 Q-Learning is a basic form of Reinforcement Learning which uses Q-values (also called action 

values) to iteratively improve the behavior of the learning agent. 

1. Q-Values or Action-Values: Q-values are defined for states and actions. Q(S, A) is an 

estimation of  Q(S,A) how good is it to take the action A at the state S. This estimation of 

Q(S, A) will be iteratively computed using the TD- Update rule which we will see in the 

upcoming sections. 

2. Rewards and Episodes: An agent over the course of its lifetime starts from a start state, 

makes a number of transitions from its current state to a next state based on its choice of 

action and also the environment the agent is interacting in. At every step of transition, the 

agent from a state takes an action, observes a reward from the environment, and then transits 

to another state. If at any point of time the agent ends up in one of the terminating states that 

means there are no further transition possible. This is said to be the completion of an episode. 

3. Temporal Difference or TD-Update:The Temporal Difference or TD-Update rule can be 

represented as follows : 

 
This update rule to estimate the value of Q is applied at every time step of the agents interaction with 

the environment. The terms used are explained below. : 

 S: Current State of the agent 

 A: Current Action Picked according to some policy 

 S‘: Next State where the agent ends up. 

 A‘: Next best action to be picked using current Q-value estimation, i.e. pick the action with 

the maximum Q-value in the next state. 

 R: Current Reward observed from the environment in Response of current action. 

  γ (>0and<=1) : Discounting Factor for Future Rewards. Future rewars are less valuable than 

current rewards so they must be discounted. Since Q-value is an estimation of expected 

rewards from a state, discounting rule applies here as well. 

 α: Step length taken to update the estimation of Q(S, A). 

 

4. Choosing the Action to take using ε- greedy policy: 

ε -greedy policy of is a very simple policy of choosing actions using the current Q-value 

estimations. It goes as follows: 
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 With probability (1- ε ) choose the action which has the highest Q-value. 

 With probability (ε ) choose any action at random. 

 

 

 


